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Consider a network of agents wherein each agent has a private cost function. In the 
context of distributed machine learning, the private cost function of an agent may 
represent the “loss function” corresponding to the agent’s local data. The objective 
here is to identify parameters that minimize the total cost over all the agents. In 
machine learning for classification, the cost function is designed such that 
minimizing the cost function should result model parameters that achieve higher 
accuracy of classification.  Similar problems arise in the context of other applications 
as well, including swarm robotics.

Our work addresses privacy and security of distributed optimization with applications 
to machine learning. In privacy-preserving machine learning, the goal is to optimize 
the model parameters correctly while preserving the privacy of each agent’s local 
data. Privacy-preserving machine learning is becoming important due to the 
increasing reliance on user-generated data for machine learning. In security, the goal 
is to identify the model parameters correctly while tolerating adversarial agents that 
may be supplying incorrect information. When a large number of agents participate 
in distributed optimization, security compromise of some of the agents becomes 
increasingly likely. We constructively show that such privacy-preserving and secure 
algorithms for distributed optimization exist. The talk will provide intuition behind 
the design and correctness of the algorithms


