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Example problem

Problem: decide whether to wait for a table at a restaurant, based on the
following attributes:

. Alternate: is there an alternative restaurant nearby?

. Bar: is there a comfortable bar area to wait in?

. Fri/Sat: is today Friday or Saturday?

. Hungry: are we hungry?

. Patrons: number of people in the restaurant (None, Some, Full)
. Price: price range (3, $$, $$%)

. Raining: is it raining outside?

. Reservation: have we made a reservation?
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. Type: kind of restaurant (French, Italian, Thai, Burger)
. WaitEstimate: estimated waiting time (0-10, 10-30, 30-60, >60)
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Example problem

Examples described by attribute values (Boolean, discrete, continuous, etc.)
E.g., situations where | will/won't wait for a table:

Example Attributes Target
Alt| Bar | Fri| Hun | Pat | Price | Rain | Res | Type | Est | WillWait
X T| F | F| T |Some| $3% F T | French| 0-10 T
Xy T | F F T | Full $ F F Thai | 30-60 F
X3 F| T | F| F |Some| $ F F | Burger| 0-10 T
Xy T | F T T | Full $ F F Thai | 10-30 T
X5 T\ F | T | F | Full | $3% F T | French| >60 F
X F T F T |Some| $% T T | ltalian | 0-10 T
X5 F| T | F| F |None| $ T F | Burger| 0-10 F
Xs Fl F F T |Some| $% T T | Thai | 0-10 T
Xy F| T | T | F | Ful $ T F | Burger| >60 F
X1 T| T T T Full | $$$ F T | Italian | 10-30 F
X1 F| F| F| F |None| §$ F F | Thai | 0-10 F
X192 T| T | T | T | Ful $ F F | Burger | 30-60 T

Classification of examples is positive (T) or negative (F)



| Decision trees

One possible representation for hypotheses

Patrons?

None ome

[ WaitEstimate? |

Alternate?

No No

| Reservation? || Fri/Sat? | Alternate?
No No No

No

Some of the original set of attributes are irrelevant (price, type)

| Decision trees

Decision tree representation

e cach internal node tests on an attribute
e each branch corresponds to an attribute value

e each leaf node corresponds to a class label
When to consider decision trees

e Produce comprehensible results

e Decision trees are especially well suited for representing simple rules for
classifying instances that are described by discrete attribute values

e Decision tree learning algorithms are relatively efficient — linear in the size
of the decision tree and the size of the data set

e Are often among the first to be tried on a new data set




| Decision trees

We consider discrete valued function (classification)

e First consider discrete valued attributes (ID3 Ross Quinlan)

e Then extensions (C4.5 Ross Quinlan)
Ross Quinlan, C4.5: Programs for machine learning, 1993.

CART, Breiman etal, Classification and Regression Trees, 1984.

Expressiveness

Decision trees can express any function of the input attributes.
E.g., for Boolean functions, truth table row — path to leaf:

Trivially, there is a consistent decision tree for any training set
w/ one path to leaf for each example (unless f nondeterministic in )
but it probably won't generalize to new examples

Prefer to find more compact decision trees

Ockham'’s razor: maximize a combination of consistency and simplicity



Hypothesis spaces

How many distinct decision trees with n Boolean attributes

= number of Boolean functions
— number of distinct truth tables with 2" rows = 22"

E.g., with 6 Boolean attributes, there are 18,446,744,073,709,551,616 trees

Decision tree learning

e Ockham's razor recommends that we pick the simplest decision tree that
is consistent with the training set

e Simplest tree is one that takes the fewest bits to encode (information
theory)?

e There are far too many trees that are consistent with a training set

e Searching for the simplest tree that is consistent with the training set is
not typically computationally feasible

e Solution
-Use a greedy algorithm - not guaranteed to find the simplest tree, but
works well in practice



Decision tree learning

Idea: (recursively) choose “most significant” attribute as root of (sub)tree

|dea: a good attribute splits the examples into subsets that are (ideally) “al
positive” or “all negative”
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Patrons? is a better choice—gives information about the classification

Decision tree learning

function DTL(examples, attributes, default) returns a decision tree

if examples is empty then return default
else if all examples have the same classification then return the classification
else if attributes is empty then return MODE(ezamples)
else
best«— CHOOSE-ATTRIBUTE( attributes, ezamples)
tree < a new decision tree with root test best
for each value v; of best do
examples; < {elements of examples with best = wv;}
subtree «— DTL(examples;, attributes — best, MODE(examples))
add a branch to tree with label v; and subtree subtree
return {ree

Base cases:
-uniform example classification
-empty examples: majority classification at the node's parent
-empty attributes: use a majority vote?




| Which attribute to choose?

The expected amount of information provided by an attribute.

The entropy or uncertainty about the class
H(w)=H({(P,,...,P))=%;_, — Plog, P,

Suppose we have p positive and n negative examples in the training set £
at the root

H(w) = H(E) = H((p/(p +n),n/(p +n)))

A chosen attribute A divides the training set F into subsets Fy,..., E,
according to their values for A, where A has v distinct values. Let F; have
p; positive and n; negative examples. The conditional entropy

H(w|A = a;) = H(E;) = H((pi/(pi + i), ni/ (pi + 1))

| Which attribute to choose? - Information Gain |

The conditional entropy, the remaining information needed or the average
uncertainty about the class after observing the value of A

H(w|A) = Remainder(A Z L2 = i H((pi/(pitni),

|E| p+n

Information Gain (mutual information) or reduction in entropy from the at-
tribute test:

Gain(A) = I(w, A) = H(E) — Remainder(A)

Choose the attribute with the largest Information Gain
= choose the attribute that minimizes the remaining information
needed

n;/(pitn;)))



| Information Gain

E.g., for 12 restaurant examples, p=n =06 so we need
H(FE)= H(6/12,6/12) =1 bit
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Remaider(Patrons) = 2/12H(0,1)+4/12H(1,0)+6/12H (2/6,4/6) = 0.459 bits

Remaider(Type)
= 2/12H(1/2,1/2) + 2/12H(1/2,1/2) + 4/12H(2/4,2/4) + 4/12H(2/4,2/4) = 1 bit

Patrons has the highest |G of all attributes and so is chosen by the DTL
algorithm as the root

Example contd.

Decision tree learned from the 12 examples:

Patrons?

Burger

Fri/Sat?




Overfitting in Decision Trees

e Grows each branch of the tree to perfectly classify the training examples

e When there is noise in the data — adding an incorrect example leads to a

more complex tree

e When the number of training examples is too small — poor estimates of

entropy

Overfitting in Decision Trees
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Avoiding Overfitting

How can we avoid overfitting?

e stop growing earlier

- Stop when further split fails to yield statistically significant information

gain
e grow full tree, then prune
- more successful in practice

Reduced-Error Pruning

Split data into training and validation set

Do until further pruning is harmful:

1. Evaluate impact on validation set of pruning each possible node

2. Greedily remove the one that most improves validation set accuracy

Pruning a decision node consists of
- removing the sub tree rooted at that node,
- making it a leaf node, and
- assigning it the most common label at that node

The validation set has to be large enough — not desirable when data set is

small
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Rule Post-Pruning

Sunny Overcast Rain

i e

High Normal Srong Weak
\ / \
No Yes No Yes

Convert tree to equivalent set of rules

IF (Outlook = Sunny) A (Humidity = High)
THEN PlayTennis = No

IF (Outlook = Sunny) N\ (Humidity = Normal)
THEN PlayTennis = Yes
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Rule Post-Pruning

1. Convert tree to equivalent set of rules

2. Prune each rule independently of others by removing any preconditions
that result in improving its estimated accuracy

3. Sort final rules in order of lowest to highest error for classifying new

instances

Perhaps most frequently used method (e.g., C4.5)

22



Continuous Valued Attributes

Temperature: 40 48 60 72 80 90
PlayTennis.  No No Yes Yes Yes No

Dynamically defining new discrete-valued attributes that partition the con-
tinuous attribute value into a discrete set of intervals

Sort instances by value of numeric attribute under consideration

Identifying adjacent examples that differ in their target classification to gen-
erate candidate splits

T > (48 +60)/2?, T > (80 +90)/2?

Find the best split point A > ¢ that gives the highest information gain

Split into multiple intervals?
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Attributes with Many Values

Problem:

e Entropy criterion favors many-valued attributes. If attribute has many
values, Gain will select it

e Imagine using Date as attribute: perfectly predicts the training data

One approach: use GainRatio instead (C4.5)

; - Gain(A)
A) =
GainRatio(S, A) SplitTn formation(S. )
i=1

where S; is subset of S for which A has value a;

A number of alternative selection measures
- small impact on final accuracy after pruning
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| Attributes with Costs |

Attributes may have associated costs

Consider medical diagnosis, BloodT est has cost $150, Exploratory-Surgery
may have a cost of $3000

How to learn a consistent tree with low expected cost?

One approach: replace gain by

e Tan and Schlimmer (1990)
Gain*(S, A)
Cost(A)

e Nunez (1988)
QGam(S,A) —1

(Cost(A) + 1)

where w € [0, 1] determines importance of cost

Dealing with Missing Data (solution 1)

What if some examples are missing values of A?

Sometimes, the fact that an attribute value is missing might itself be infor-
mative

-Missing blood sugar level might imply that the physician had reason not
to measure it

Introduce a new value (one per attribute) "missing” to denote a missing
value

Decision tree construction and use of tree for classification proceed as before
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Dealing with Missing Data (solution 2)

e If node n tests A, assign a missing value with most common value of A
among other examples sorted to node n

During use of tree for classification

e Assign to a missing attribute the most frequent value found among the
training examples at the node
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Dealing with Missing Data (solution 3)

e If node n tests A, assign a missing value with most common value of A
among other examples sorted to node n with same target value

During use of tree for classification

e Assign to a missing attribute the most frequent value found among the
training examples at the node
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Dealing with Missing Data (solution 4)

During decision tree construction

e assign a probability p; to each possible value v; of A based on the distri-
bution of values for A among the examples at the node
— assign fraction p; of example to each descendant in tree

During use of tree for classification

e Generate multiple instances by assigning candidate values for the missing
attribute based on the distribution of instances at the node

e Sort each such instance through the tree to generate candidate labels and
assign the most probable class label or probabilistically assign class label

Used in C4.5
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Summary of Decision Trees

Simple

Fast (Linear in size of the tree, linear in the size of the training set, linear in
the number of attributes)

Produce easy to interpret rules

Good for generating simple predictive rules from data with lots of attributes
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