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Basic ConceptsBasic Concepts

� Remember the benefit of multiprogramming?

� We have several processes in memory

� When one blocks for I/O we can switch the CPU to another 
ready process

� Attempts to maximize CPU utilization

� Question: If we have many ready-to-run processes, which one to 
choose?  Does it make a difference?
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CPUCPU––I/O Burst CycleI/O Burst Cycle

� Process execution consists of a cycle of CPU execution and I/O wait

Zero or more
CPU-I/O burst pairs

+

One final CPU burst
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Histogram of CPUHistogram of CPU --burst Timesburst Times

� For scheduling we will consider the length of the next CPU burst

� Length of CPU bursts varies (of course)

� Typically a few long bursts, many short ones
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CPU Scheduling OptionsCPU Scheduling Options

� Selects from among the processes in memory that are ready to 
execute, and allocates the CPU to one of them

� CPU scheduling decisions may take place when a process:

1. Switches from running to waiting state (e.g., I/O, system call)

2. Switches from running to ready state (e.g., interrupt)

3. Switches from waiting to ready (e.g., I/O completes)

4. Terminates

� We MUST perform scheduling under (1) and (4)

� Under (2) and (3) we can:

� Allow the running process to continue non-preemptive

� Perform scheduling preemptive



Page 7ComS 352, Spring 2007 Chapter 5

CPU Scheduling Options (contCPU Scheduling Options (cont ’’d)d)

� Non-preemptive means process continues until termination or I/O

� Preemptive means that the process can be yanked off the CPU

� Can lead to complications: what if process was updating a data 
structure shared with another process? E.g.,

� Process P1 is in middle of updating a linked list, shared with 
process P2

� P1 is preempted

� P2 starts executing

� P2 accesses the shared linked list, which is in inconsistent 
state

� Solutions in Ch. 6 (Synchronization)

� Non-preemptive OS examples: Windows 3.x, MacOS before OS X

� Preemptive OS examples: Windows 95 and later, Solaris, Linux
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DispatcherDispatcher

� Once a process is selected by the short-term scheduler, it is 
restarted by the dispatcher

� saves state of currently running process (to its PCB)

� loads state of selected process (from its PCB)

� starts timer (if necessary)

� switches to user mode

� jumps to the proper location in the selected process to restart it 
(resume it)

� The dispatch latency is time it takes for the dispatcher to stop one 
process and start another running

context
switch
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Scheduling CriteriaScheduling Criteria

� What measures to use to select a scheduling algorithm?

� CPU utilization – % of time CPU is running user processes

� On heavily-loaded computers want utilization 90%-100%

� Throughput – # of processes that complete their execution per 
time unit

� depends on process length

� short processes: maybe 10 per second

� Turnaround time – “lifespan” of process

� Time from process submission to completion

� Includes execution time, I/O time, waiting on ready queue

� Waiting time – time spent on in the ready queue

� Response time – time it takes from when a request was 
submitted until the first response is produced, not output  (for 
time-sharing environment)

� Important for interactive processes

good

good

good

good

good
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FirstFirst --Come, FirstCome, First --Served (FCFS) SchedulingServed (FCFS) Scheduling

Process Burst Time

P1 24

P2 3

P3 3

� Suppose that the processes arrive at time t=0 in the order: P1 , P2 , 
P3  
The Gantt chart for the schedule is:

� Waiting time for P1 = 0; P2 = 24; P3 = 27

� Average waiting time:  (0 + 24 + 27)/3 = 17

P1 P2 P3

24 27 300
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FCFS Scheduling (Cont.)FCFS Scheduling (Cont.)

Suppose that the processes arrive at time t=0 in the order

P2 , P3 , P1

� The Gantt chart for the schedule is:

� Waiting time for P1 = 6; P2 = 0; P3 = 3

� Average waiting time:   (6 + 0 + 3)/3 = 3

� Much better than previous case

� Another example: on board

� Convoy effect delays short process behind long process

� For example 1 CPU-bound, many I/O-bound processes

P1P3P2

63 300
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ShortestShortest --JobJob --First (SJF) SchedulingFirst (SJF) Scheduling

� Associate with each process the length of its next CPU burst

� Schedule the process with the shortest next CPU burst

� Two versions: 

� nonpreemptive – once CPU given to the process it cannot be 
preempted until completes its CPU burst

� preemptive – if a new process arrives with CPU burst length 
less than remaining time of current executing process, preempt

� Known as Shortest-Remaining-Time-First (SRTF)

� SJF is optimal

� Gives minimum average waiting time for a given set of 
processes (why?)
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Process Arrival Time Burst Time

P1 0 7

P2 2 4

P3 4 1

P4 5 4

� SJF (non-preemptive)

� Average waiting time = (0 + 6 + 3 + 7)/4  = 4

Example of NonExample of Non --Preemptive SJFPreemptive SJF

P1 P3 P2

73 160

P4

8 12
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Example of Preemptive SJFExample of Preemptive SJF

Process Arrival Time Burst Time

P1 0 7

P2 2 4

P3 4 1

P4 5 4

� SJF (preemptive)

� Waiting time of P1?

� Average waiting time = (9 + 1 + 0 +2)/4 = 3

� Another example: on board

P1 P3P2

42 110

P4

5 7

P2 P1

16
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SJF IssuesSJF Issues

� Problem: How do you know the length of the next CPU burst?

� You can’t!

� Real world: SJF is used as a “golden standard” to compare other 
algorithms against

� But: perhaps you can estimate the next burst

� Estimation can be done by using the length of previous CPU 
bursts, using exponential averaging
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Prediction of the Length of the Next CPU BurstPrediction of the Length of the Next CPU Burst
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Exponential AveragingExponential Averaging

� a =0

� t n+1 = t n

� Recent history does not count

� a =1

� t n+1 = tn
� Only the actual last CPU burst counts

� In general case, if we expand the formula, we get:

t n+1 = a tn + (1 - a)a tn-1 + …

+ (1 - a )j a tn -j + …

+ (1 - a )n t 0

� Since both a and (1 - a) are less than or equal to 1, each 
successive term has less weight than its predecessor
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Priority SchedulingPriority Scheduling

� A priority number is associated with each process

� Process with the highest priority is selected

� Priority: usually integer

� In UNIX and textbook, smallest integer º highest priority

� Can be:

� Preemptive

� Non-preemptive

� Example: on board

� SJF is a special case of priority scheduling.  Why?

� Priority is the predicted next CPU burst time

� Problem: starvation (indefinite blocking)

� It is possible that a low priority process never executes

� Solution: aging

� As time progresses, increase the priority of the process
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Round Robin (RR)Round Robin (RR)

� Designed for time-sharing systems

� Each process gets a small unit of CPU time q (time quantum ), 
usually 10-100 milliseconds.

� If quantum expires: preempt process, add to end of ready queue

� If process executes less than q: reschedule

� Ready queue is FIFO

� If there are n processes in the ready queue, each process gets 
1/n of the CPU time in chunks of at most q time units at once.  
No process waits more than (n-1)q time units.

� If q=� then RR becomes what scheduling algorithm?

� q � � � FCFS

� q small � q must be large with respect to context switch, 
otherwise overhead is too high
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Example of RR with Time Quantum = 5Example of RR with Time Quantum = 5

Process Burst Time Arrival

P1 25 0

P2 5 0

P3 7 0

P4 3 0

� The Gantt chart is: 

� Typically, higher average turnaround than SJF, but better response

P1 P2 P3 P4 P1 P3 P1

0 5 10 15 18 23 25 30 35 40

P1 P1
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Time Quantum and Context Switch TimeTime Quantum and Context Switch Time
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Turnaround Time Varies With Time QuantumTurnaround Time Varies With Time Quantum

� Turnaround time does not always decrease with increasing quantum

� Best to have each process finish burst within 1 quantum

� In practice, rule of thumb: 80% of processes finish within 1 quantum
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Multilevel QueueMultilevel Queue

� Ready queue is split into separate queues:

� For different categories of processes e.g.,

� foreground (interactive)

� background (batch)

� Each queue has its own scheduling algorithm.  E.g.,

� foreground – RR

� background – FCFS

� Also need scheduling among queues

� Fixed priority scheduling.  Possibility of starvation.

� Time slice among queues e.g.,

� 80% to foreground in RR

� 20% to background in FCFS 
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Multilevel Queue SchedulingMultilevel Queue Scheduling

� Fixed-priority preemptive:

� Interactive procs run when system queue empty

� Interactive editing procs run when system, 
interactive queues empty

� Batch procs run when system, interactive, 
interactive editing queues empty

� Etc.

� Time-slice:

� 80ms for system procs

� 60ms for interactive procs

� 40ms for interactive editing procs

� 20ms for batch procs

� 10ms for student procs
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Multilevel Feedback QueueMultilevel Feedback Queue

� Multilevel queues + processes can move among queues

� Defined by the following parameters:

� number of queues

� scheduling algorithm for each queue

� method used to determine when to upgrade a process

� method used to determine when to demote a process

� method used to determine which queue a process will enter 
when that process needs service

� Most general (and most complex) scheduling scheme
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Example of Multilevel Feedback QueueExample of Multilevel Feedback Queue
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Example of Multilevel Feedback QueueExample of Multilevel Feedback Queue

� Three queues: 

� Q0 – RR with time quantum 8 milliseconds

� Q1 – RR time quantum 16 milliseconds

� Q2 – FCFS

� Scheduling

� A new job enters queue Q0 which is served FCFS. When it 
gains CPU, job receives 8 milliseconds.  If it does not finish in 8 
milliseconds, job is moved to queue Q1.

� At Q1 job is again served FCFS and receives 16 additional 
milliseconds.  If it still does not complete, it is preempted and 
moved to queue Q2.

� Example: on board
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MultipleMultiple --Processor SchedulingProcessor Scheduling

� CPU scheduling more complex when multiple CPUs are available

� Two straightforward approaches for homogeneous processors within a 
multiprocessor

� Use a single, shared ready queue

� Each processor does its own scheduling

� Selects a ready process from shared queue

� Automatic load-balancing

� Problem: keeping CPUs synchronized

� Don’t want to pick same process, or processes to get lost

� Use a “master” processor to assign work to other processors: 
asymmetric multiprocessing

� Simpler to program

� Only one processor accesses the system data structures, 
alleviating the need for data sharing

� But: not as efficient

� Master processor may become a bottleneck
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Processor AffinityProcessor Affinity

� On an SMP, each processor has its own local cache or caches

� Suppose process P is running on CPU#0 for this time slice

� The cache of CPU#0 contains many entries copied from P’s address space

� After context switch, P is assigned to CPU#1

� The cache of CPU#1 has no entries of P’s address space

� Must re-fetch from main memory

� Very expensive

� If P was assigned to CPU#0 instead, refetching would be minimized

� Some OSes try to re-assign a process to the CPU it was running last

� Called processor affinity

� Can be either soft or hard affinity

� Soft affinity: “best effort” to get same CPU but no guarantee

� Hard affinity: A process can request and get same CPU, guaranteed
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Symmetric MultithreadingSymmetric Multithreading

� IDEA: Simulate two (or more) logical CPUs on one physical CPU

� Have two copies of CPU architectural state, multiplex on one 
set of functional units

� E.g., two sets of registers, one ALU, floating-point unit, memory 
bus

� Two “threads of execution” can execute on same physical 
CPU, hence the name
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Symmetric Multithreading (contSymmetric Multithreading (cont ’’d)d)

� Works because sometimes functional units go underused

� E.g., on a cache miss, ALU, FP unit may become unused

� Can execute another thread (assuming it isn’t stalled too)

� Called “hyperthreading” on Intel processors

� E.g., my Xeon machine has 2 physical CPUs that look like 4 
logical CPUs

� OS need not necessarily be aware, but helps if it does

� E.g., two threads running, assign on different physical CPUs, 
not the same one
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RealReal--Time SchedulingTime Scheduling

� Hard real-time systems

� Programs submitted with time requirements for completion or I/O

� Scheduler: admits process or rejects it as impossible

� Scheduler must know how long OS functions take in worst case

� Can’t use disk-based storage

� Sometimes uses special-purpose hardware

� Soft real-time computing – no guarantee

� Critical processes receive priority over less fortunate ones

� May lead to starvation of other processes

� Requirements for kernel & scheduler:

� Priority-based, real-time = top priority

� Low dispatch latency
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RealReal--Time Scheduling (contTime Scheduling (cont ’’d)d)

� Many OSes (including most UNIX systems) do not allow context 
switching during execution of system calls

� Why?

� What if a (non-real-time) process makes a long-running system 
call?

� Could lead to high dispatch latency e.g.,

� Low priority process starts a CPU-intensive system call

� Real-time process enters ready queue, but must wait for low 
priority process to complete system call or perform I/O

� Need system calls to be preemptible
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How to make system calls How to make system calls preemptiblepreemptible

1. Add preemption points to long-running system calls

� Safe points within kernel to allow context switch

� Similar to cancellation points in threads

2. Make the entire kernel preemptible

� Must protect kernel data structures

� Just like multiple cooperating threads/processes with shared 
data structures

� Requires synchronization structures of Ch. 6

� What if a low priority process is using (e.g., has locked) a data 
structure needed by a real-time process?

� Called priority inversion

� Can’t have high-priority processes waiting on low-priority 
ones

� One solution: temporarily raise the priority of the low-priority 
process

– Allows it to execute faster & release data structure sooner
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Thread SchedulingThread Scheduling

� Local Scheduling – How the threads library decides which user-level thread 
to put onto an available LWP

� Global Scheduling – How the kernel decides which kernel-level thread to 
run next

� In Pthreads, this is called contention scope
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� Local contention scope: �������
�����
�������

� (User-level) threads compete for CPU among other threads in their 
process

� Used in many-to-one or many-to-many systems

� Global contention scope: �������
�����
����� 

� (Kernel-level) threads compete among all threads in system

� The only one used in one-to-one systems e.g., Linux, Windows
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PthreadPthread Scheduling APIScheduling API
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Operating System ExamplesOperating System Examples

� Solaris scheduling

� Windows XP scheduling

� Linux scheduling



Page 38ComS 352, Spring 2007 Chapter 5

Solaris 2 SchedulingSolaris 2 Scheduling
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Solaris 2 schedulingSolaris 2 scheduling

� Priority-based, 4 classes of scheduling
� real-time
� system
� interactive
� time-sharing

� Converts class-assigned priority to global priority
� Runs process of highest priority until time slice expires
� High priority = small time slice
� If many at same priority, do round-robin among them

� Default: time-sharing
� Uses multi-level feedback queue

� Interactive: same as time-sharing, a bit higher priority
� Used for windowing system

� System: fixed priority, used for kernel use only e.g., paging daemon, scheduler
� Fixed priority

� Real-time: highest priority
� Few processes
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Solaris Dispatch Table Solaris Dispatch Table 
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Windows XP PrioritiesWindows XP Priorities

� Compute until end of slice: priority lowered

� After waiting for I/O: priority raised

� If I/O was mouse, keyboard: priority raised even more

� Favors interactive processes

� Foreground process (window) receives larger slice than background process (3x)

priority classes

levels
within
class
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Linux SchedulingLinux Scheduling

� Two algorithms: time-sharing and real-time

� Time-sharing

� Prioritized credit-based – process with most credits is scheduled next

� 1 credit subtracted when timer interrupt occurs

� When credit = 0, process suspended, another one chosen

� When all ready processes have credit = 0, recrediting occurs

� credits = credits / 2 + priority (internally: high priority = high int)

� So, if process did I/O before credits = 0, it has more credits next time

� I/O-bound, interactive processes accumulate more credits

� Real-time

� Soft real-time

� Posix.1b compliant – two classes

� FCFS and RR

� Highest priority process waiting longest runs first
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Algorithm EvaluationAlgorithm Evaluation

� How do we select an algorithm for CPU scheduling?

1. Define criteria in terms of measures e.g., max CPU utilization, 
minimum average waiting time

2. Evaluate (compare) algorithms

� How do we evaluate an algorithm?

� Deterministic modeling

� Queueing models

� Simulations

� Implementation
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Deterministic ModelingDeterministic Modeling

� What we did in class

� Uses a specific (predetermined) workload

� Simple

� Fast

� Results valid only for that workload!
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Queuing ModelsQueuing Models

� System is viewed as a collection of queues

� Ready queue

� Device queues

� Given arrival rates, average service time on each queue, we can 
compute statistics

� For example, if:

� n is the average length of the ready queue

� � is the arrival rate on ready queue (processes per second)

� The system is in steady state (ready queue length stays constant)

� Then what can we say about the average waiting time W of a 
process?

� � W = � × n (Little’s formula)

� In general requires simplifying assumptions e.g., processes (and their 
CPU burst lengths) are independent

� Can be difficult to solve complex models analytically
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SimulationsSimulations

� Generate workload randomly or use traces on running systems

� Using workload, do deterministic modeling

� Collect statistics this way

� Implementation, verification, validation are non-trivial

� Can require a lot of CPU time
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ImplementationImplementation

� Implement a scheduling algorithm on a real system

� Tremendous cost

� Coding algorithm

� Modifying kernel data structures

� System must be taken down

� Most users do not appreciate the effort to improve scheduler, just 
want their programs to run and get results

� Could actually modify user behavior

� Example: Suppose interactive processes were given priority

� A user may make his/her program output a random character 
on screen every second or so

� Program will be classified “interactive” and given priority

� (Actually happened according to your textbook)
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