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Course EssentialsCourse Essentials

� Me: Dimitris Margaritis (dmarg@cs.iastate.edu)

� Office hours: M 12-1, 4-5, W 4-5

� TA: Nurzhan Ustemirov (nurzhan@cs.iastate.edu)

� Recitation Thu 1:10-2:00pm, Durham 171

� No recitation first week

� Course web page: http://www.cs.iastate.edu/~cs352/

� Check it often!

� HW0, HW1 out soon, due next Monday 11:59pm

� MUST submit HW0 before any other homeworks!

� Homework almost every week, due next Mon.

� 1% penalty until Thu noon, zero points afterwards
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Course Essentials (contCourse Essentials (cont ’’d)d)

� 3 projects

� 3 coupons for projects only !

� Coupon = personal day extension, must submit with project

� 2 midterms, 1 final

� Syllabus: online (on web page)

� Book: Operating Systems Concepts by Silberschatz, Galvin & Gagne

� 7th edition (new!)

� Will do chapters 1-17 if possible + some UNIX stuff to emphasize 
concepts

� Not a class on how to use OS, you already know that!

� Learn fundamental concepts across OSes

� Expect you know

� cp, mv, rm,…, UNIX stuff

� Write & compile C++ programs

� Memory allocation, string manipulation



Silberschatz, Galvin and Gagne ©2005

Modified by Dimitris Margaritis, Spring 2007

Chapter 1: IntroductionChapter 1: Introduction
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Chapter 1 ObjectivesChapter 1 Objectives

� To provide a grand tour of the major operating systems 
components

� To go over computer system organization basics
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� Philosophical question because of many types of systems

� Mainframes

� Workstations

� PCs (i.e., “home computer”)

� Laptops

� handhelds, PDAs

� Embedded and real-time systems (cars, microwave ovens, 
printers, industrial robots, nuclear reactors etc)

� A program that acts as an intermediary between a user of a 
computer and the computer hardware.

What is an Operating System?What is an Operating System?

Multiple-user

Single-user
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Operating System GoalsOperating System Goals

� Execute user programs and make solving user problems easier.

� Apps should not have HW-specific code—use standard OS 
interface

� Resources are finite: need a central manager to resolve 
conflicts

� Make the computer system convenient to use.

� Use the computer hardware in an efficient manner.
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Efficient?Efficient?

� Mainframes:

� University invests millions on a large mainframe (e.g., IBM Blue Gene)

� Charges for CPU time (maybe)

� Wants CPU utilization close to 100%

� PCs:

� Think of the CPU cycles spent on

� GUI

� Sound effects

� Animations

� Screen savers

� Convenience outweighs efficiency

� PDAs:

� Power issues
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Computer System StructureComputer System Structure

� Computer system can be divided into four components

� Hardware – provides basic computing resources

� CPU, memory, I/O devices

� Operating system

� Controls and coordinates use of hardware among various 
applications and users

� Application programs – define the ways in which the system 
resources are used to solve the computing problems of the 
users

� Word processors, compilers, web browsers, database 
systems, video games

� Users

� People, machines, other computers
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Four Components of a Computer SystemFour Components of a Computer System
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Operating System DefinitionOperating System Definition

� OS is a resource allocator

� Manages all resources

� Decides between conflicting requests for efficient and fair 
resource use

� OS is a control program

� Controls execution of programs to prevent errors and improper 
use of the computer
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Operating System Definition (Cont.)Operating System Definition (Cont.)

� What should be part of OS ?

� No universally accepted definition

� Kernel? (of course)

� System programs? (probably)

� Applications? (depends on application)

� Text editor? (probably)

� Word processor? (probably not)

� Web browser?

� “Everything a vendor ships when you order an operating system”
is good approximation

� But varies wildly

� “The one program running at all times on the computer” is the 
kernel.  Everything else is either a system program (ships with 
the operating system) or an application program
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Some OS History: MainframesSome OS History: Mainframes

� Late 50s, early 60s

� Batch systems

� Users prepare jobs (using punched cards) and submit to computer operator

� Example job:
BEGIN

FTN card

<Fortran program>

COMPILE

RUN

<data for program>

END

� Sometime later (mins, hrs, days) user gets a printout

� Result of program

� Dump of memory registers

� Note: If program does not compile or has an error, operator can’t fix it!
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Some OS History: Mainframes (contSome OS History: Mainframes (cont ’’d)d)

� Operator perspective:

� Don’t need to run jobs in order

� So group jobs with similar needs

� E.g., batch all Fortran jobs together

� Reduces work for operator

� Loads Fortran compiler only once

� Increases processing speed

� OS responsibility?

� Just transfer control from one job to the next!

OS

Job

Unused
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Some OS History: Multiprogrammed (batch) Some OS History: Multiprogrammed (batch) 
SystemsSystems

� Disadvantages of one job at a time

1. CPU idle during I/O

2. I/O devices idle when CPU is busy!

� Multiprogramming: keep more than one job at a 
time in memory

� Job performs I/O: switch to another!

� Jobs enter system, go to a job pool (usually 
drum or disk)

� Scheduler (ch. 5) brings jobs from pool to 
memory

� Downsides:

� What if a job writes beyond its memory?

� What if > 1 job wants to use a device?

OS

Job 1

Job 2

Job 3

FREE
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Some OS History: TimeSome OS History: Time --sharing Systemssharing Systems

� Early 70s

� Like multiprogrammed batch, except CPU switches between jobs 
occur frequently

� Interactive system (finally)

� CPU switches are frequent enough to allow interaction

� Users have impression that they have their own machine (oblivious 
to sharing)

� OS requires low response times

� Needs a filesystem (and protections)
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Some OS History: PCsSome OS History: PCs

� 1970s

� Early OSes were “hacky”; CPUs lacked many necessary features

� E.g., can’t have memory protection or virtual memory on 8086

� Applications could access HW directly (and did so for speed)

� Applications could (and did) lock up a machine

� No file protections: single-user

� Lack of file protections: easier viruses

� Many OS developments migrated from mainframes to PCs

� Virtual memory, filesystems, multiprogramming

� MS-DOS � Windows

� MacOS � OS X
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Computer StartupComputer Startup

� Bootstrap program is loaded at power-up or reboot

� Typically stored in ROM or EEPROM, generally known as 
firmware or BIOS in PCs

� Initializates all aspects of system

� Loads operating system kernel and starts execution
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Computer System OrganizationComputer System Organization

� Computer-system operation

� One or more CPUs, device controllers connect through 
common bus providing access to shared memory

� Concurrent execution of CPUs and devices competing for 
memory cycles
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ComputerComputer --System OperationSystem Operation

� I/O devices and the CPU can execute concurrently.

� Each device controller is in charge of a particular device type.

� Each device controller has a local buffer.

� CPU moves data from/to main memory to/from local buffers

� CPU loads registers in device controller

� Device does I/O from/to local buffer of controller.

� Device controller informs CPU that it has finished its operation by 
causing an interrupt.
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� All events in OS are signaled by some interrupt 

� HW-generated (device signals CPU via bus)

� Interrupt request pin(s) on CPU cause it to take action 
immediately

� SW-generated

� Errors e.g., division by zero or illegal instruction �
exceptions

� User requests i.e., system calls � traps

� Modern operating systems are interrupt driveninterrupt driven

InterruptsInterrupts



Page 21ComS 352, Spring 2007 Chapter 1

Interrupt HandlingInterrupt Handling
� When CPU is interrupted:

1. Completes current instruction (if possible)
2. Transfers execution to Interrupt Service Routine (ISR)
3. ISR disables interrupts and processes current one
4. When ISR completes, resume interrupted computation

1. Usually; if invalid memory or illegal instruction maybe not
2. How to know location of ISV?

� Small (predefined) # of interrupts possible
� Use an array of pointers to ISRs
� Array stored at fixed location, usually 0, called Interrupt 

Service Vector (ISV)
� If interrupt 9 occurs, jump to ISV[9]

3. How to resume?
� CPU automatically saves address of interrupted 

instruction—best place: system stack
� If ISR needs registers, must save old values (also on 

stack)
� After completing, ISR

� Restores register values
� Loads interrupted instruction address (+4) into PC

ISV

kernel
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Interrupt TimelineInterrupt Timeline

CPU computation and I/O processing may proceed concurrently
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How do applications do I/O?How do applications do I/O?

� Two possibilities:

1. After I/O starts, kernel does not return control to user 
program until I/O completes. � Synchronous (blocking) 
I/O

� Kernel may or may not wait for I/O to complete

� If it waits, it issues a wait instruction to idle the CPU 
until the next interrupt, or

� Does a wait loop (contention for memory access).

2. After I/O starts, kernel returns control immediately to user 
program without waiting for I/O completion. �
Asynchronous I/O

� User application is notified when I/O completes—how?

� System call – request to the operating system to allow 
program to wait for I/O completion.
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Two I/O MethodsTwo I/O Methods

Synchronous Asynchronous
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Method Advantages and DisadvantagesMethod Advantages and Disadvantages

� Suppose kernel always waits for I/O completion

� At most one I/O request is outstanding at a time

� Good : when interrupt occurs we know

� The device

� The corresponding request

� Bad: no simultaneous I/O processing

� OK, so what if kernel continues processing after starting I/O?

� Nothing to do: idle loop or wait instruction

� Other jobs: resume one (maybe the requesting one)

� The same or another program can make another I/O request

� � Can have multiple I/O requests outstanding

� � Must keep track of them using a Device Status Table (DST)



Page 26ComS 352, Spring 2007 Chapter 1

DeviceDevice --Status TableStatus Table

DST
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Direct Memory AccessDirect Memory Access

� E.g., keyboard input

� Application calls “getchar(addr) ”

� Request added to device status table

� User types 1 char

� Keyboard controller interrupts CPU

� CPU saves address, jumps to ISR

� ISR saves registers

� Checks for errors

� Fetches 1 char from controller

� Puts it in buffer at “addr ”

� (maybe) update pointers (if reading > 1 char)

� Update DST

� Restore registers

� Jump to interrupted instruction

Job 1 request
Addr: 0x4523ab34
Len: 1

Job 1 request
Addr: 0x4523ab34
Len: 1

Keyboard 
(busy)

DST (Device-Status Table)
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Direct Memory Access (contDirect Memory Access (cont ’’d)d)

� Suppose ISR takes 2 � s

� Suppose 10 chars per second (fast typist)

� 1 char every 100ms = 1 char every 100,000 � s

� 99,998 � s out of 100,000 � s for other processing

� 9600 baud modem: ~1,000 chars per second

� Interrupt every 1,000 � s

� 998 � s out of 1,000 � s for other processing

� 10 Mbit Ethernet: ~1M chars per second

� Interrupt every 1 � s (takes 2 � s to process it)

�� �� CanCan’’t do 1 char at a time for hight do 1 char at a time for high--speed devices!speed devices!
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Direct Memory Access (contDirect Memory Access (cont ’’d)d)

� Solution: Direct Memory Access (DMA)

� Used for high-speed I/O devices able to transmit information at 
close to memory speeds.

� Device driver:

� Sets up starting address in memory

� Buffer length

� (In registers of DMA controller)

� Device controller transfers blocks of data from buffer storage 
directly from/to main memory without CPU intervention.

� Interrupts when entire block is transferred, not one interrupt per 
byte.
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Storage StructureStorage Structure

� Main memory – only large storage media that the CPU can access directly.

� Volatile—contents gone when power is off

� Secondary storage – extension of main memory that provides large 
nonvolatile storage capacity.

� Magnetic disk – workhorse of secondary storage on today’s systems

� Rigid metal or glass platters covered with magnetic recording material 

� Magnetic head floats a few microns above platter—danger: head crash

� Multiple platters (usually), connected by rotating spindle.

� Disk surface is logically divided into tracks, which are subdivided into 
sectors.

� All tracks at same position within platters form a cylinder.

� The disk controller determines the logical interaction between the 
device and the computer. 
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Magnetic disksMagnetic disks

� Total transfer time

� Seek time (head gets to correct track)—ms range typical

� Rotational latency (sector comes under head)

� Transfer time (data flows from disk surface to controller)

spindle Magnetic head

Arm
assemblyplatter

track

cylinder

Rotates at 7200 rpm
(formula 1 engine speeds)

sector

track

Positioning or
Random-access
time

arm
head
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Storage HierarchyStorage Hierarchy

� Many other types of storage, organized in hierarchy.

� Speed

� Cost

� Volatility

� Top levels: faster, more expensive, therefore smaller size

� Bottom levels: slower, larger, cheaper

� This is ECONOMICS

� Suppose we invent a new storage technology: same speed as 
semiconductor memory but much cheaper

� Semiconductor memory will become extinct eventually, like 
core memory, punched cards
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StorageStorage --Device HierarchyDevice Hierarchy
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CachingCaching

� Caching – copying information from slower to faster storage 
temporarily

� Faster storage (cache) checked first to determine if information is 
there

� If it is, information used directly from the cache (fast)

� If not, data copied to cache and used from there

� Movement between levels of storage hierarchy can be explicit 
(done by SW) or implicit (done by HW)

� Important principle, performed at many levels in a computer (in 
hardware, operating system, software)

� E.g., using main memory as disk cache

� Want disk block: first check cache

� Not there: retrieve from disk, save in cache
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Performance of Various Levels of StoragePerformance of Various Levels of Storage

� Cache smaller than storage being cached

� Note: HW caches (memory cache e.g., L1, L2 caches between 
CPU and memory) no concern of OS

� Disk-to-memory cache does concern OS
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Cache CoherencyCache Coherency

� Same data in multiple locations
� Suppose we are modifying a file

register X=5 set register to X=6
L1 cache X=5
L2 cache X=5 must update other levels
L3 cache X=5 (without being too inefficient)
memory X=5
disk X=5

� Why the big deal?
� What if multiple processes want to access X?
� What if we have multiple processors (with local caches)?

� HW problem
� What if we have a distributed file system with NFS?

� OS problem
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HW ProtectionHW Protection

� Batch system: what if Fortran code has � loop while reading input?

� Multiple jobs: want to protect jobs, OS from erroneous jobs

� Want:

� Programming errors that can damage kernel or other jobs

� Detected by HW

� Handled by OS

� Solution: Dual-mode operation

� Mode bit provided by hardware

� 0: monitor mode (supervisor, system, privileged mode)

� 1: user mode

� Traps, exceptions & interrupts switch to monitor mode

� Any code executed by kernel done in monitor mode (includes ISRs, 
device driver code etc)

� User programs executed in user mode
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Dual ModeDual Mode

� How does this help?

� Certain machine language instructions that can harm the 
system designated “privileged”

� Privileged instructions can only be executed in monitor mode

� HW restriction!

� What if a user program executed a privileged instruction:

� Trapped by HW, interrupts to kernel

� How do user programs execute privileged instructions?

� Ask the kernel to do them using a system call (syscall)

� Syscall = special machine language instruction

� Traps to OS

� OS determines if request is ok

� Executes it if so
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Dual Mode (contDual Mode (cont ’’d)d)

� Intel 8088–80286: no mode bit � no dual mode for MS-DOS

� Since 80386: have mode bit

� Windows: get “general protection fault” instead of spectacular 
DOS crash
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I/O ProtectionI/O Protection

� Protect system from erroneous I/O

� Modern OSes have shared filesystem

� User code must not trash filesystem

� Could happen due to malicious or erroneous I/O

� Which I/O instructions can be non-privileged?

�� ALLALL I/O instructions must be privileged

� ALL I/O done via syscalls

� User program wants to do I/O:

1. Use syscall to trap to kernel

2. Kernel (in ISR) determines type of request

3. If request is valid, perform the I/O

4. When I/O completes, kernel returns control to user program

� Basically, a function implemented by the kernel
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Memory ProtectionMemory Protection

� Must protect kernel memory and other jobs’ memory

� E.g., what if my job overwrites the interrupt vector?

� Could replace the keyboard ISR with my own code

� Save old ISR

� After reading keystroke, call original ISR

� Could steal all keystrokes without anyone knowing!

� Old MS-DOS TSR (Terminate-and-Stay-Resident) programs 
worked this way
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How to Protect Memory?How to Protect Memory?

� Will spend a lot of time on this later
� One way: use a base and limit register

� Access memory address X
� Check:

� X >= base?   NO � trap
� X < base + limit? NO � trap
� Yes: OK!
� Trap: get “segmentation fault”

� Must compare every memory address
� MUST be implemented in HW

� Loading base & limit: privileged instructions
� Kernel (monitor mode) has unrestricted memory access

� Allows kernel to
� Load programs
� Remove terminated programs
� Dump core on errors

OS

Job 1

Job 2

Job 3

FREE

300,000

353,134

base: 300,000

limit: 53,134
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CPU ProtectionCPU Protection

� When user programs run, when does kernel get control?

� System calls

� Program faults

� I/O completes

� Spontaneous interrupts

� What if user program has infinite loop & no other interrupts occur?

� We want the kernel to get control again

� Solution: timer interrupts

� Set a counter (in HW)

� Clock tick decrements counter

� When counter reaches 0: interrupt generated

� Kernel sets timer before user programs start executing

� Even if user program has infinite loop, kernel can regain control
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CPU Protection (contCPU Protection (cont ’’d)d)

� Common use of timers: implement time-sharing

� Each job gets a time slice of N ms

� Kernel sets timer for N ms, starts a job

� At end of time slice, ISR for timer interrupt executes

� Kernel switches to next job, sets timer, starts job

� Timer interrupt also user to keep system clock

� Special hardware required for CPU protection (hardware timer)
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Process ManagementProcess Management

� A process is a program in execution

� It is a unit of work within the system

� Program is a passive entity

� process is an active entity

� Process needs resources to accomplish its task

� CPU, memory, I/O, files

� Initialization data

� When process terminates, OS reclaims any reusable resources

� Single-threaded process has one program counter = location of next 
instruction to execute

� Process executes instructions sequentially, one at a time, until
completion

� Multi-threaded process has multiple program counters, one per thread

� Typically system has many processes, some user, some operating system 
running concurrently on one or more CPUs

� Concurrency by multiplexing the CPUs among the processes / threads
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Process Management ActivitiesProcess Management Activities

� OS responsible for:

� Creating and deleting both user and system processes

� Suspending and resuming processes

� Providing mechanisms for process synchronization

� Providing mechanisms for process communication

� Providing mechanisms for deadlock handling
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Memory ManagementMemory Management

� All data must be in memory before processing

� All instructions must be in memory in order to execute

� Memory management determines what is kept in memory & when

� For optimizing CPU utilization and computer response to users

� Memory management:

� Keeps track of which parts of memory are currently being used 
and by whom

� Decides which processes (or parts thereof) and data to move 
into and out of memory

� Allocates and deallocating memory space as needed
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Storage ManagementStorage Management

� OS provides uniform, logical view of information storage

� Each medium is controlled by device (e.g., disk drive, tape drive)

� Varying properties include access speed, capacity, data-transfer rate, 
access method (sequential or random)

� OS abstracts physical properties to logical storage unit:  file

� File-System management

� Files usually organized into directories

� Access control on most systems to determine who can access what

� OS activities include

� Creating and deleting files and directories

� Primitives to manipulate files and dirs

� Mapping files onto secondary storage

� Backup files onto stable (non-volatile) storage media
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MassMass --Storage ManagementStorage Management

� Usually disks used to store data that does not fit in main memory or 
data that must be kept for a “long” period of time.

� Proper management is of central importance

� Entire speed of computer operation hinges on disk subsystem and 
its algorithms

� OS activities

� Free-space management

� Storage allocation

� Disk scheduling

� Some storage need not be fast

� Tertiary storage includes optical storage, magnetic tape

� Still must be managed by OS
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I/O SubsystemI/O Subsystem

� I/O subsystem responsible for

� Memory management of I/O including

� Buffering (storing data temporarily while it is being 
transferred)

� Caching (storing parts of data in faster storage for 
performance)

� Spooling (the overlapping of output of one job with 
execution of other jobs on non-sharable devices e.g., 
printer)

� General device-driver interface

� Drivers for specific hardware devices
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Protection and SecurityProtection and Security

� Protection – any mechanism for controlling access of processes or 
users to resources defined by the OS

� Security – defense of the system against internal and external 
attacks

� Denial-of-service, worms, viruses, identity theft, theft of service 
etc

� Systems generally first distinguish among users, to determine who 
can do what

� User identities (user IDs , security IDs) include name and 
associated number, one per user

� User ID then associated with all files, processes of that user to 
determine access control

� Group identifier (group ID ) allows set of users to be defined 
and controls managed, then also associated with each process, 
file

� Privilege escalation allows user to change to effective ID with 
more rights
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Computing Environments Overview Computing Environments Overview 

� Traditional computer

� Meaning blurring over time

� Office environment

� Used to have PCs connected to a network, terminals 
attached to mainframe or minicomputers for batch and 
timesharing

� Now portals allowing networked and remote systems 
access to same resources

� Home networks

� Used to be single system, then modems

� Now networked, firewalled



Page 53ComS 352, Spring 2007 Chapter 1

Computing Environments (Cont.)Computing Environments (Cont.)

� Client-Server Computing

� Dumb terminals supplanted by smart PCs

� Many systems now servers , responding to requests generated by 
clients

� Compute-server provides an interface to client to request 
services (i.e. database)

� File-server provides interface for clients to store and retrieve 
files
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PeerPeer--toto --Peer ComputingPeer Computing

� Another model of distributed system

� P2P does not distinguish clients and servers

� Instead all nodes are considered peers

� May each act as client, server or both

� Node must join P2P network

� Registers its service with central lookup service on network, 
or

� Broadcast request for service and respond to requests for 
service via discovery protocol

� Examples include Napster and Gnutella
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WebWeb--Based ComputingBased Computing

� Web has become ubiquitous

� PCs most prevalent devices

� More devices becoming networked to allow web access

� New category of devices to manage web traffic among similar 
servers: load balancers

� Operating systems like Windows 95 (client only), have evolved into 
Linux and Windows XP, which can be clients and servers
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